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Abstract. Principal Components Analysis (PCA) consists in �nding

the orthogonal directions of highest variance in a distribution of vectors.

In this paper, we propose to extract the principal components of a random

vector that partially results from a previous PCA. We demonstrate that

this contextual PCA pro vides an optimal linear encoding of temporal

con text. A recurrent neural netw ork based on this principle is evaluated.

1. Introduction

Time plays a crucial role in much cognitive tasks, such as speech recognition,

sequence learning, etc. Neural representations of time are often based on a re-

current representation of the temporal context associated with a time-varying

input [2]. In this perspective, the context of a vector, x(t + 1), is the set of

previous even ts: x(t); x(t� 1); ::: Since the number of possible contexts rapidly

gro ws with the number of considered ev ents, representations of context face

a problem of capacity. In most cases, ho w ev er, theprobability of occurrence

of a given input vector is con text-dependent. This paper describes ho w to

exploit the statistical dependencies in a time series, in order to optimize a rep-

resen tation of context, using a linear method, Principal Components Analysis.

Although the original PCA has been widely criticized and many alternatives

w ere proposed [4, 7], the present work is based on it for it is simple.

2. The contextual mean-squared error

The mean-squared error E between a vector x and its reconstruction� x gener-

ated from a higher-level representation, can be used to evaluate the quality of

this representation. E is de�ned as E[jjx � �xjj2], where jj:jj denotes the Eu-

clidean norm, and E[:] denotes the statistical expectancy.

In order to evaluate the qualit yof a representation of the con text, c(t), as-

sociated to vector x(t + 1), w e de�ne acontextual mean-squared error, based

on a reconstruction of the last even ts. Let �x(t�k) denote the reconstruction of
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x(t�k). This notation assumes that the reconstruction is performed at time t.

F or simplicity, how ev er, notations are not overloaded with an additional time

index. The contextual mean-squared error, E�, is de�ned by:

E� = E[
X
k�0

�
kjjx(t�k)� �x(t�k)jj2] (1)

where 0<�<1 ensures the convergence of the sum. The factor �k implies that

minimizing E� results in a geometrical loss of context. It is assumed that E�

does not depend on t (ergodicity).

PCA is a linear transformation of a data space in to a feature space, where

the basis vectors are the directions of maximal variance in the distribution of

the input. T runcating the input vector in the feature space reduces it to a set

of e�ective featur es, which correspond to its projections onto a reduced num-

ber of directions of maximal variance. This dimensionality reduction is known

to minimize the mean-squared error betw een the data vector and its projection.

F ormally, the con text c(t) can be seen as a vector of a contextual space of

in�nite dimension, formed by concatenation of the inputs received so far:

c(t) =

0
BB@

x(t)

x(t� 1)

x(t� 2)

:

1
CCA =

�
x(t)

c(t� 1)

�
(2)

In this paper, we consider linear transformations of the contextual space into

a space of �nite dimension. We propose a recursive encoding of context that

allows to implement such a transformation, based on PCA. This transformation

is optimal, in the sense that it minimizes the contextual mean-squared error.

3. The contextual PCA

Let T denote a linear transformation of the con textualspace into a feature

space of dimension m. Let n denote the dimension of x(t). Our representation,

y(t), of the temporal context, is the composition of c(t) by T :

y(t) = Tc(t); (3)

Equation (3) cannot be implemented because c(t) is of in�nite dimension. The

idea here is to replace c(t) by a (n+m)-dimensional vector, z(t), formed by the

concatenation of x(t) and �y(t� 1), where the scalar � will be precised later:

z(t) =

�
x(t)

�y(t� 1)

�
(4)

Given (2) and (3), z(t) contains enough information to build the representation

y(t). Since we are looking for a linear transformation, a natural choice for y(t)
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is to perform a PCA on the distribution of z(t). Let the components of y(t) be

the m principal components of z(t):

y(t) = Uz(t) (5)

where U is an orthogonal matrix, the columns of which are normal vectors in

the directions of the m principal components of the distribution of z(t). Note

that T is completely de�ned by matrix U and parameter �. A reconstruction,

�z(t), of z(t), can be performed using the transpose of U . It is a reconstruction

of both x(t) and the previous representation, y(t�1):

�z(t) = U
T
y(t) =

�
�x(t)

��y(t�1)

�
(6)

Equation (6) can be recursively used to deriv ereconstructions �x(t�1), �x(t�
2), �x(t�3), etc., of the previous inputs. (Again, it is implicit that all these

reconstructions are performed at time t). F or instance:

�z(t�1) = U
T �y(t�1) =

�
�x(t�1)
��y(t�2)

�
(7)

Note that our algorithm is completely de�ned by equations (4) and (5), except

that � has not been set. Now let us evaluate the con textualmean-squared

error. The Principal Components Analysis of z(t) results in a matrix U that

minimizes the mean-squared error betw eenz(t) and its reconstruction �z(t):

E[jjz(t)� �z(t)jj2] = E[jjx(t) � �x(t)jj2] + �
2
E[jjy(t�1)� �y(t�1)jj2] (8)

The last term of this error can be rewritten as:

E[jjy(t�1)� �y(t�1)jj2] = E[jjUz(t�1)� (UUT )�1U �z(t�1)jj2] (9)

In the above, UUT is equal to the identity matrix. Let us make the following

approximation:

E[jjUz � U �zjj2] � E[jjz � �zjj2] (10)

This approximation is justi�ed since U is a projection on the principal compo-

nen ts of the distribution ofz. So the error in approximation (10) corresponds

to amplitudes in the directions of smaller variance, which are erased by the

projection. Given (10), we can replace y and �y by z and �z in equation (8):

E[jjz(t)� �z(t)jj2] � E[jjx(t)� �x(t)jj2] + �
2
E[jjz(t�1)� �z(t�1)jj2]

(11)

Expression (11) can be recursiv ely expanded. In this expansion, error terms

from (10) are summed up, while they have factors of the type (�2)k , so the

overall error is increased by no more than a �nite factor 1=(1��
2) and remains

small. It is no w clear that the appropriate choice for � is � =
p
�. One may

write:

E[jjz(t)� �z(t)jj2] � E� (12)

This demonstrates that, under assumption (10), the contextual PCA de�ned

by equations (4) and (5), minimizes the contextual mean-squared error.
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4. Neural implementation

A neural principal component analyzer was introduced by Oja [5], and several

authors proposed generalizations to multiple components [6, 8]. The netw ork

described here is based on [8]. Two populations of neurons, X and Y , code the

input vector, x(t), and the estimated context, ŷ(t), respectively. Activities in

Y result from the combination of feed-forward connections from X to Y and

time-delayed connections from Y to Y . The activity ŷi(t) of neuron i in Y is:

ŷi(t) =

nX
j=1

wijxj(t) +
p
�

mX
k=1

w
0
ik
ŷk(t� 1) (13)

where xj is the activity of neuron j in X , wij is the weigh t fromj to i and w
0
ik

is the weight betw een unitsk and i in Y . Weigh ts are updatedat each time

step, with learning rates � and �
0, according to the following rules:

�wij = �ŷi(t)(xj (t)�
X
k�i

wkj ŷk(t)) (14)

�w
0
ij
= �

0
ŷi(t)(

p
�ŷj(t� 1)�

X
k�i

w
0
kj
ŷk(t)) (15)

This corresponds to the learning rule described in [8], applied to vectors x(t)

and
p
�ŷ(t�1) simultaneously. In other words, to vector z(t) of equation (5).

During learning, neurons in Y dev elop spatio-temporal receptive �elds.

5. Short-term memory of a robot

Preliminary experiments sho w ed that our neural algorithm converges and can

learn arbitrary complex sequences, of length below the n umber of neurons in

Y . In this case, the sequence has to be presented repeatedly, and the resulting

weights from Y to Y de�ne a permutation betw eeninternal discrete states,

which can be translated back into input vectors using the transposed matrix

of weigh ts fromX to Y . How ev er, in order to evaluate contextual error mini-

mization, we need an unpredictable input sequence, which cannot be learned.

For this, w eused the previous net w orkas the short-term memory of a sim-

ulated robot exploring Bugworld [3 ],a bidimensional w orld containing w alls.

Walls were remotely detected by n= 15 distal sensors regularly dispersed on the

fron t side of thecircular robot. The walk of the robot was random, possibly

constrained by its collisions with walls (�gure 1). The activity of neuron i in

X was xi = e
�di(t)�a(t), where di w as the distance to the nearest obstacle in

fron t of thei-th sensor, and a(t) was chosen so that the total activity in X w as

zero. P opulationY had m= 40 neurons, and� w as equal to 0.49.The netw ork

w as initialized with small random weights and trained until stabilization.
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Figure 1: Left: A random trajectory of the robot in Bugworld. Right: Pro�les

corresponding to a sequence of distal sensor inputs (top), to their reconstruc-

tions at a given time (middle), and to the reconstruction errors (bottom).

Figure 1 shows thepro�les of v ectors x(t), ... x(t�10), and reconstructions

�x(t), ... �x(t�10) at a given time t, after training. It demonstrates that long and
complex sequences were encoded in Y , with decreasing precision for past even ts.

More precisely, the table hereafter gives the mean values of jjx(t�k)��x(t�k)jj2,
for k<7. P erformanceremained good from t to t�6, for which the squared

error was 0:27. In comparison, the variance of x, which would be the score of

a random estimation, was �2 = 0:98. E� w as equal to 0:048.

k 0 1 2 3 4 5 6 �
2

E[jjx(t�k)��x(t�k)jj2] �0 0.01 0.05 0.08 0.12 0.20 0.27 0.98

In order to visualize the e�ects of learning on individual neurons, �gure 2

shows the receptive �elds of neurons 1 to 4 and 33 to 36. Receptive �elds were

computed using equation (6) and are presented under the form of sequences

of pro�les. The four principal components are smooth pro�les that change

slowly over time. This re
ects a basic property of the input: The stimulus

from the distal sensor is spatially and temporally con tinuous. Higher-order

neurons display complex receptive �elds sensitive to faster motion. This means

that the spatial and temporal frequencies of the preferred stimuli increase with

the components order. In addition, the �rst pro�les of the latter sequences are

close to zero, showing that the corresponding neurons have specialized in past

ev en ts and that their responses do not depend on the present input.

Figure 2: Spatio-temporal receptive �elds of the �rst four neurons (left), and of

four higher-order neurons (right). Each line shows the sequence of the preferred

pro�les of the neuron with the given index (in reverse order, as on �gure 1).
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6. Conclusion

A recursive generalization of PCA was in troduced, that generates an optimal

linear encoding of the temporal context generated by a time series. The con-

textual mean-squared error minimized here tak es in to account both spatial

and temporal correlations. Context is encoded as a number of spatio-temporal

components, without investigating the internal structure of the process that

generates the observed data. This view is complementary to generative ap-

proaches, like Kalman Filters or Hidden Markov Models, where one tries to

iden tify a number of causes or internal states that result in the observed data.

In time series analysis, these approaches have receiv ed much atten tion,since

the in ternal models they provide can easily be used for the prediction of future

ev en ts, while raw representations of context mostly remained empirical [1, 2].

Contextual PCA belongs to the latter. How ev er, we show ed that the linear

encoding it generates is optimal. In this sense, contextual PCA it is a successful

generalization of PCA to time. Moreover, it can be achiev ed b y an unsuper-

vised neural netw ork, used here as the short-term memory of a robot.Finally,

although PCA is not intended to extract causes, it is widely used as a tool for

data visualization, where the extracted components are considered meaningful.

F uture e�orts will consider contextual PCA in this perspective.
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